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A collection of basic ideas is presented, which have been evolved 
by various workers over the past four years to provide a suitable 
framework for the design and analysis of multiprocessing systems. 
The notions of process and state vector are discussed, and the na-
ture of basic operations on processes is considered. Some of the 
connections between processes and protection are analyzed. A 
very general approach to priority-oriented scheduling is described, 
and its relationship to conventional interrupt systems is explained. 
Some aspects of time-oriented scheduling are considered. The im-
plementation of the scheduling mechanism is analyzed in detail and 
the feasibility of embodying it in hardware established. Finally, sev-
eral methods for interlocking the execution of independent proc-
esses are presented and compared. 
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Introduction 
One of the essential parts of any computer system is a mecha-

nism for allocating the processors of the system among the various 
competitors for their services. These allocations must be performed 
in even the simplest system, for example, by the action of an op-
erator at the console of the machine. In larger systems more auto-
matic techniques are usually adopted: batching of jobs, interrupts, 

                                                 
1 Presented at an ACM Symposium on Operating System Principles, Gatlin-

burg, Tennessee, October 1-4, 1967; revised January, 1968. The work reported in 
this paper was supported in part by the Advanced Research Projects Agency of the 
Department of Defense under Contract SD-185. 
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and interval timers are the most common ones. As the use of such 
techniques becomes more frequent, it becomes increasingly diffi-
cult to maintain the conventional view of a computer as a system 
which does only one job at a time; even though it may at any given 
instant be executing a particular sequence of instructions, its atten-
tion is switched from one such sequence to another with such ra-
pidity that It appears desirable to describe the system in a manner 
which accommodates this multiplexing more naturally. It is worth 
while to observe that these remarks apply to any large modern 
computer system and not just to one which attempts to service a 
number of online users simultaneously. 

We consider first, therefore, the basic ideas of process and state 
vector and the properties of processes which are, so to speak, inde-
pendent of the hardware on which they may happen to be execut-
ing. The interactions between processes are dealt with and the nec-
essary machinery is constructed to permit these interactions to pro-
ceed smoothly. Many of these ideas were first expounded by 

Saltzer [5], from whose treatment we have borrowed most of 
our terminology. We then go on to analyze the mechanisms by 
which processes increase their capabilities. 

In the next few sections we consider mechanisms for sharing 
processors among processes. Our attention centers first on priority-
driven scheduling systems, which have obvious analogies with in-
terrupt systems. After detailed treatment of a reasonably efficient 
implementation of a priority scheduler, we turn to some of the 
problems of time-driven scheduling, in which the objective is to 
get work done at certain fixed times. A scheme for embedding 
time-driven processes in the priority system is discussed, and the 
generally neglected problem of guaraneted service is analyzed at 
some length; unfortunately, its surface is only scratched. 

There follows a detailed analysis of how an interrupt system 
might be replaced with a quite general scheduling system which 
permits any user process to run in response to any external signal 
and which removes all constraints on the relative priorities of dif-
ferent processes and the order in which their execution may be 
started and stopped. In conclusion we consider the very important 
problem of interlocking processes which access a common data 
base and analyze its relation to the scheduling system in use. 
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Preliminaries 
We begin by defining some terms which will permit a precise 

discussion of what happens in a complex computer system. The 
most important of these terms is process. The intuitive basis for the 
idea represented by this word is the observation that certain se-
quences of actions follow naturally, one upon the other, and are 
more or less independent of other sequences. For example, a disk-
to-printer routine and a matrix inversion program running on the 
same processor are two quite distinct programs, which can nor-
mally execute entirely independently of each other. The Independ-
ence is not complete, however, since information may be written 
into the disk file by the inversion program while earlier informa-
tion is read by the printer driver. Furthermore, the fact that clearly 
different programs are being executed is not essential; two inver-
sions operating on different data would have just as much right to 
be considered distinct. Indeed, it might well be that a single inver-
sion program could be coded in such a way that several parts of it 
could be in execution simultaneously. 

To summarize, the essential characteristic of a process is that it 
has, at least conceptually, a processor of its own to run on, and that 
the state of its processor is more or less independent of all the other 
processors on which all the other processes are running. Since 
there are usually not as many physical processors as three are 
processes, it becomes necessary to create enough logical proces-
sors by multiplexing the physical ones. Techniques for doing this 
are one of the subjects of this paper. 

We now consider more carefully what is involved in switching 
a physical processor from one process to another. When a proces-
sor is executing instructions, there exists a collection of informa-
tion (called the full-state vector) which is sufficient to completely 
define its state at any given moment, in the sense that placing the 
processor in some arbitrary state and then resetting it from the full 
state vector will cause execution of instructions to proceed as 
though nothing had happened. For a central processor of conven-
tional organization the full-state vector includes: 

(a) The contents of the program counter. 
(b) The contents of the central registers of the processor. For 

convenience, we will confine our attention to points in time be-
tween the execution of instructions at which registers directly ac-
cessible to the programmer are the only ones of interest. The use of 
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address mapping schemes involving segmentation may make it 
necessary to consider also certain nonaccessible registers involved 
in indirect addressing. This complication will be ignored. 

(c) The address space of the processor and the contents of 
every address in it. By this we mean a list of all the legal memory 
addresses which may be generated by the program and the contents 
of each one. 

(d) The state of all input-output devices attached to the proces-
sor. 

The information just specified consists of a rather large number 
of bits. Furthermore, it contains considerably more detail than is 
usually desired. In a time-sharing system, for example, the physical 
state of the input/output devices is not normally of interest to the 
program, and even the address of the next word to be read from a 
file may not be information which we wish to associate with a 
process, since such an association makes it difficult for two proc-
esses to share the file. 

Similar considerations apply to the contents of the words in the 
address space; these might be changed by another process. The ad-
dress space itself, however, has a better claim to be regarded as an 
integral part of the process. To clarify this point, we pause to con-
sider (or define) exactly what the address space is. We may think 
of all the words which can possibly be addressed by any process as 
being numbered in some arbitrary fashion. Each word is then iden-
tified by its number, which we will call its absolute address. Note 
that we are not saying anything about the physical location of the 
words, and that the absolute address we have just defined has noth-
ing to do with this location, but is simply a conceptual tool. Then 
the address space of a process (also called the map) is a function 
from the integers into the set consisting of the absolute addresses 
of all the words in the system and two symbols U and N; i.e. it as-
sociates with every address generated by the program an absolute 
address, or specifies that the address is undefined or not available. 
The address space may also carry information about the accessibil-
ity of a word for which it supplies an absolute address, specifying, 
for example, that the word may not be written into. 

Observe now that what the address space really does is to de-
fine the memory of the process. Any of the words of this memory 
may also be part of the memory of some other process, which may 
refer to them with the same or different addresses. The words, 
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however, are considered to have an existence independent of their 
addresses in any particular address space. 

We recognize, then, that the definition we want for the state 
vector of a process is not a direct analog of the one used in system 
theory. In fact, it leaves unspecified a number of things which can 
affect the future execution of a process, namely just those things 
which we wish to think of as being shared between processes. With 
this point in mind, we define the stale vector (or stateword) of a 
process to consist of the program counter, central registers, and 
address space of the processor on which it is running. From the 
above discussion we conclude that the process can still exist even 
if it is not running on the processor, since the state vector carries 
sufficient information to allow it to be restarted. A process should 
be sharply distinguished from a program, which is a sequence of 
instructions in memory. We can speak of either a process or a 
processor executing a program. The process is the logical, the 
processor the physical environment for this execution. It seems 
reasonable to say that the process is executing even if it is not run-
ning on any processor. 

To give practical substance to the distinction between process 
and program, it is required that execution of the program should 
riot cause it to be modified. If this restriction is observed, it is clear 
that more than one process can be executing the same program at 
the same time. Note that it is not necessary to have more than one 
processor for this to be possible, since we do not insist that a proc-
ess be running in order to be executing. To return to the matrix in-
version example: in a particular problem it may be necessary to 
invert six independent matrices, and to this end six processes may 
be established, one to work on each matrix but all executing the 
same program. On the other hand, one of these processes may, af-
ter inverting a matrix, go on to execute a different program which 
calculates its eigenvalues. 

Operations on Processes 
In this section we take up some points which are independent 

of processor multiplexing. A number of these points center around 
the observation that a process does not always want to execute in-
structions even if there is a physical processor available. A typical 
example of such a process is a compiler which has exhausted its 
available input and is waiting for more cards to be read. This is a 
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special case of a very general situation, in which a process is wait-
ing for some external condition to be satisfied and has nothing use-
ful to do in the meantime. There are basically two ways in which 
this situation can be handled. The simplest is for the process to 
loop, testing a flag which records the state of the external condi-
tion. The objection to this scheme is that it is wasteful if there is 
any other process which could use the processor. Alternatively, the 
process can record somewhere the fact that it is waiting for, say, 14 
cards to be read, and block itself. It will then execute no more in-
structions until the 14th card has been read and it has received a 
wakeup signal. The part of the system responsible for handling 
block and wakeup instructions will be called the scheduler. When 
a processor is executing instructions for a process, the process is 
said to be running. 

From the point of view of the scheduler, then, the life history of 
a process is an alternation of running periods and blocked ones. 
Each running period is terminated by a request to the scheduler 
that the process should be blocked; this request may be made by 
the process itself or by some other process. Each blocked period is 
terminated by a wake up signal whose characteristics are described 
above. Since the process can do nothing to help itself while it is 
blocked, it must make arrangements to be awakened before block-
ing itself. Let us consider what the nature of these arrangements 
might be. 

The simplest situation is one in which the process has re-
quested some service to be performed and wishes to wait until it is 
completed. Typical services have to do with input-output: a proc-
ess might block itself until an input buffer is filled. In this case the 
process performing the service is expected to provide the wakeup 
signal. This idea is so simple as to require only one further com-
ment. A reciprocal situation is that of the input-output process: it 
expects to be awakened by a demand for service and blocks itself 
when it has done its job. The situation is sketched in Figure 1. 
Readers familiar with the concept of coroutines will find this pic-
ture familiar. 

 
FIG. 1    Reciprocally blocked processes. Solid horizontal lines indicate running peri-
ods, dashed ones blocked periods. The arrows are wakeup signals. 
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A slightly more involved situation is shown in Figure 2. Here 
the input is assumed to be buffered, so that the computing process, 
after making a request for input, is able to continue running for a 
while. In the figure it continues to run on buffered input data until 
after the input-output process has completed its work and sent it a 
wakeup, which has no effect on an already running process. Fi-
nally, it blocks itself, but by this time the wakeup has passed and 
will never come again. 

This situation can of course be alleviated by having the input 
process set a flag indicating that it has filled the next buffer. The 
computing process could then test this flag and not block itself if 
the operation is complete. This approach, however, will only serve 
to make the bad situation shown in Figure 2a less common; it will 
not eliminate it entirely, since it is still possible for the input proc-
ess to send its wakeup in the interval between an unsuccessful test 
and the subsequent block. What is necessary is to reduce this inter-
val to zero, which can be donewith a simple device called a 
wakeup-waiting switch. There is one of these for each process. 
Whenever a wakeup signal arrives at a running process, the switch 
is turned on. Whenever the process is blocked, it is turned off, and 
the process can also turn it off explicitly. If a process tries to block 
itself and the wakeup-waiting switch is on, the switch is turned off 
and the process is simply allowed to continue running without in-
terruption. This sequence of events is illustrated in Figure 2b. 

  
(a) Race condition improperly handled. The second wakeup is lost. 

  
(b) Race conditions handled correctly. The cusps are attempts to block thwarted 

by the wakeup-waiting switch. 
FIG. 2. Race conditions in the scheduler 
Note that a single switch for each process is quite sufficient. 

Any function which might be accomplished with a stack of wakeup 
signals handled by the scheduler can be equally well accomplished 
by communication through shared memory. 

The proper way to program a process which blocks itself peri-
odically, like the ones in Figure 2, is to check explicitly after a 
wakeup signal is received that there is in fact work to be done, and 
to block again if there is not. This procedure will circumvent the 
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problems which would otherwise arise if the work for which a 
wakeup is received gets done before the process tries to block. Of-
ten the simplest way to make this check is with a loop back to the 
code which made the decision to block, as, for example, in the fol-
lowing routine to read data from an input buffer being filled by an-
other process: 

a. Is input buffer empty? 
b. If not, read data and exit. 
c. Otherwise, block. 
d. When wakeup arrives, go to (a). 
An additional complication is introduced by the fact that it is 

not unusual for several processes to be blocked waiting for the 
same condition to occur. If this situation can arise, the process 
generating the wakeup must be prepared to send it not just to one 
process, but to an entire wakeup list of processes. Alternatively, it 
may be preferable to leave this process unaware of the problem 
and to make one of the processes receiving a wakeup signal re-
sponsible for sending wakeups to the others (if such action is ap-
propriate; in the case of several processes competing for a single 
device it may not be). The possible existence of wakeup lists is not 
important to the basic scheme and has been mentioned only to il-
lustrate a complication which can be handled without difficulty. 

We now have two states for a process: blocked and running; 
and two basic operations oa processes: block and wakeup. Let us 
consider what else is required. Two things are obvious: it is neces-
sary to be able to create and destroy processes, and to establish re-
strictions on the kind of access allowed to one process by another. 
These problems, however, have to do with the general mechanism 
in the system for granting capabilities, with which we are not con-
cerned here. The precise operations required to create a process are 
considered in a later section. 

It is, however, very convenient for a process to have one other 
property in addition to being blocked or running, Suppose, for ex-
ample, that a program involving several processes is being de-
bugged online. A valuable tool in this situation is the ability to stop 
execution of the program, examine the state of things, and then 
continue as though nothing had happened. During the pause in 
execution, all the processes being debugged are suspended; i.e. 
they are prevented from executing. If a wakeup signal is directed at 
a suspended process, it is recorded and will be acted upon when 
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the process is released. In other words, being suspended is a qual-
ity unrelated to being blocked; a suspended process can be either 
blocked or running, but it will execute no instructions until it is 
released. 

Approximately the same effect can be obtained by reading the 
state words of all the processes, destroying them, and then recreat-
ing them later and putting back the statewords. This approach, 
however, requires a potentially large amount of information to be 
recorded and then restored. It is also likely to be quite time-
consuming, especially since it is usually not possible to destroy a 
process at any arbitrary point in its execution, e.g. when it is oper-
ating on system tables. Furthermore, if any wakeup signals for a 
process arrive after it has been destroyed, they will be lost, which 
is not very satisfactory. 

Acquistion of Capabilities. We conclude this section with a 
brief discussion of the relationship between processes and protec-
tion. It has been taken for granted so far, as in almost all of the 
published literature, that a process (or a group of processes) is the 
basic entity to which capabilities should be attached [2, 3]. Since 
this doctrine cannot easily be made to cover all situations, it is usu-
ally modified in running systems by more or less inelegant devices 
for allowing a process to have different capabilities depending on 
what it is doing. 

To make this point clearer, let us consider an ordinary unprivi-
leged process which wishes to obtain permission to use a tape unit, 
for example. It—will make some kind of “call on the system.” 
That is, it will transfer to a system routine which will determine 
whether the process is authorized to use tape units and whether the 
specified unit is free. If everything is in order, the system will grant 
the desired permission. To avoid unnecessary digression, let us as-
sume that permission is granted by turning on a bit in the state-
word, and that the hardware allows execution of instructions for 
this tape unit only when the bit is on. The point is that the process 
running the system program must have much greater capabilities 
than the user process; it has at least the capability to set the hypo-
thetical bit just introduced, and the user process does not have that 
capability or it would have set the bit itself. In fact, we can dis-
pense with the bit if anyone can set it, since it would serve no use-
ful purpose. 
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This discussion suggests that the “call on the system” men-
tioned above is really a wakeup directed to a process with great 
capabilities, which we call a system process. There must also be 
some mechanism for communicating data between user and system 
processes, so that the latter can find out what is wanted and the 
former obtain information about the fate of its request. We may 
assume that the two processes share some memory, and neglect a 
host of questions about how such an arrangement can actually be 
implemented with reasonable efficiency. The situation is then quite 
clear: the user process puts information about its request into this 
shared memory, wakes up the system process, and blocks. The sys-
tem process examines the request, modifies the user process state-
word appropriately, records what it has done in the shared mem-
ory, wakes up the user process, and blocks. The entire interaction 
depends on cooperation between the two processes, which is pre-
cisely why it is a suitable mechanism for its purpose: the user 
process cannot force the system process to do anything, but can 
only call attention to its desires. 

It is worth noticing, however, that the use of two processes in 
the manner just discussed is completely different from the usual 
applications of multiprocessing, where two processes are running 
(more or less) in parallel. Here no parallel execution takes place at 
all; the system process runs when, and only when, the user process 
is blocked. The entire transaction in fact looks exactly like a sub-
routine call and return implemented in a very clumsy way. The 
only reason that the system process is a process rather than a pro-
gram is that it has capabilities which we wish to deny to the user 
process. 

If we approach the discussion of capabilities from a different 
viewpoint, it will become clear why very few systems use the mul-
tiple process scheme described above. The first point to observe is 
that instead of thinking of a process as starting out with no power 
and acquiring capabilities, one may think of it as starting out with 
absolute power and then being restricted by the system’s protec-
tion mechanisms. This is of course the customary way of looking 
at things; the word “absolute” is especially appropriate on a 
mapped machine, since protection is usually enforced primarily by 
the map and the ability to use absolute addresses allows a process 
to do anything. Let us consider briefly the fundamental characteris-
tics of protection systems. 
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The simplest way of describing what is required is to say that 
certain processes must be prevented from executing certain words 
as instructions, namely those which violate the constraints of the 
protection they operate under. For purposes of implementation, 
however, it has proved convenient to make a further distinction 
and say that a process must be prevented from (1) accessing, 
changing, or transferring control to certain words in the physical 
memory of the machine (memory protection), and from (2) execut-
ing instructions with certain operation codes, which are often 
called privileged (control protection). 

To accommodate the first requirement a variety of arrange-
ments has been tried, which fall into two general classes, namely 
the protection of particular physical regions of core and the provi-
sion of an address mapping function which transforms every ad-
dress generated by the program before sending it to the physical 
memory. The relative merits of various schemes in both classes 
have been debated at some length and need not concern us here. 
We turn our attention to the problems of control protection, 

Protection Systems. What might be called the minimal solution 
to these problems, and one which has been implemented on many 
machines, is the provision of two modes called “monitor” and 
“user,” or “master” and “slave” modes. In the first, or monitor, 
mode all the instructions of the machine can be executed, including 
those which change the address space of the process. In user mode, 
on the other hand, all the opcodes which might interfere with the 
operation of the system or of another user are prohibited. This pro-
hibition is usually enforced by causing a switch into monitor mode 
and a transfer to a standard system routine whenever attempted 
execution of a privileged opcode is detected. These include any 
opcode which is undefined or which halts the machine, all input-
output opcodes, and all opcodes which invoke the scheduling or 
address mapping hardware. 

One of the implications of this kind of organization is that calls 
on the system, say in the form of a switch to monitor mode and a 
transfer to one of a small number of standard entry points, must be 
provided for any operation which a user program may be author-
ized to perform and which requires execution of privileged instruc-
tions. Because the ability to execute such instructions attaches to a 
process, and because there are only two possible states which a 
process can be in as far as its authority to execute such instructions 
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is concerned, there is no way of avoiding a call to a system routine 
every time the need for a privileged instruction arises. Further-
more, this routine will in general have to check the validity of the 
call every time it is entered. Some improvement can be obtained by 
providing a number of different modes in which various classes of 
instructions are prohibited, but the number of input-output devices 
attached to a system is likely to be large enough to prevent this ap-
proach from effecting much improvement, since in general every 
device must be protected independently of every other one. Matters 
are still worse when it comes to mass storage devices and it is de-
sired to allow access only to certain areas of the device. 

An alternative approach to the whole problem of control pro-
tection—one which is capable of eliminating the problems we have 
been considering—is to attach the authority to execute privileged 
instructions not to the process executing them but to the memory 
locations from which they are executed. Almost any memory pro-
tection scheme for a time-sharing system will allow an area of 
memory to be made read-only to a process. A system routine 
which controls the memory protection hardware can obtain 
read/write access to this area and therefore can put into it anything 
it likes. What we envision now is an extension of the memory pro-
tection mechanism which allows this area to be made not merely 
read-only, but also privileged. If a memory location is part of a 
privileged area, then the control protection hardware will allow a 
privileged instruction fetched from this location to execute. Other-
wise, execution of such an instruction will be suppressed. 

The system then simply arranges that the memory available to 
any process which is authorized to execute privileged instructions 
contains those instructions which the system wants to allow the 
process to execute, and no others; the process executes them by 
addressing them with an execute instruction. The result of such an 
arrangement is that from the point of view of the system control 
protection is absorbed into memory protection: the ultimate author-
ity which a process can exercise is determined by the memory it 
can write, since not only the ability to execute privileged instruc-
tions but also the state of the memory protection system itself is 
determined by the contents of certain areas of memory. A process 
can do anything if it can write into privileged memory and can set 
up the memory protection for itself or for another process. 
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It therefore follows that to change the capabilities of a process 
it suffices to change the map. The operation of waking up a system 
process can be replaced by a subroutine call which makes some 
memory accessible which was formerly forbidden. One popular 
implementation falls back temporarily on the monitor mode con-
cept—a transfer of control which changes the protection (called a 
leap) must go through a standard routine which, running in moni-
tor mode, is not subject to the usual restrictions of the system. This 
scheme is completely general and quite elegant; its only drawback 
is that leaps are likely to be slow. 

At least two proposals have been made for making most or all 
of the map-changing operation automatic. The MULTICS group has 
suggested a hardware implementation of their “ring” structure, 
which divides the address space of a process into concentric rings 
and allows access to ring n from ring m only if m < n. Evans and 
LeClerc [4] have put forward a mapping and protection system 
which permits individual control of the access every segment has 
to every other segment. Neither of these proposals has yet been 
implemented. 

In many cases, of course, the entire problem is evaded by per-
forming the desired privileged operation entirely in monitor mode, 
i.e. outside the confines of the protection system. This approach 
makes it unnecessary to worry about how to increase the capabili-
ties of a process, but has obvious disadvantages in flexibility and 
security and is gradually becoming unpopular. 

Scheduling 
In this section we consider some algorithms which may be used 

to implement a scheduler, and complete the discussion of basic 
principles with an analysis of processor multiplexing. The sched-
uler consists of two sets of procedures which are logically quite 
independent of each other, and a data base which connects them. 

The first set of procedures may be called the user interface. Its 
function is to implement the basic operations which may be called 
for by a user process:  

wakeup  
suspend  
release 
test and reset wakeup waiting switch  
change priority (see below). 
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If processor multiplexing is not required this is a very straight-
forward matter. We define four arrays indexed by process or proc-
essor number (these are equivalent if there is no multiplexing):  

run[i] is 1 if processor i is executing instructions, 0 if it is not. 
This value controls the processor. 

suspend[i] is 1 if process i is suspended, 0 if it is not.  

runstate[i] is 0 if the process was blocked more recently than it 
was awakened, 1 otherwise. 

wws[i] is 1 if the wakeup waiting switch for process i is on, 0 if 
it is off. 

These arrays, together with some other data to be introduced 
shortly, constitute the scheduler data base. Pseudo ALGOL proce-
dures for the basic operations are:  

procedure block (i);  
begin 

if wws[i} = 0 then runli] := runstate[i] := 0 else wws[i] := 0 
end; 
procedure wakeup(i):  
begin 

if runstate[i] = 1 then wws[i] : = 1; runstate[i] := 1;  
if suspend[i] = 0 then run[i] : = 1  

end; 
procedure suspend (i);  
begin 

run[i] := 0; suspend[i] := 1  
end; 
procedure release(i);  
begin 

suspend[i] := 0; run[i] := runstate[i]  
end; 
integer procedure trwws(i) ;  
begin 

trwws := wws[i]; wws[i] := 0  
end 
In the absence of multiplexing this is the entire implementation 

of the scheduler. It is assumed that the action specified by one of 
these procedures is taken instantaneously as far as the rest of the 
system is concerned. We defer a consideration of how this can be 
done and of the general problems of interlocking parallel processes 
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to a later section. Note that we have not said anything about how 
these procedures are executed; it will be sufficient for the moment 
to imagine a special processor whose sole function is to do this. 

Multiplexing. As soon as we begin to consider processor multi-
plexing, life becomes much more complicated and more interest-
ing. In order to introduce the complications one at a time, let us 
assume that the user interface procedures continue to function as 
before, but that the array run no longer directly controls the opera-
tion of a processor. In fact, since there are no longer enough proc-
essors to allow one to be assigned to each program, the data base 
arrays are not directly related to processors at all. To specify the 
indirect relationship, we define two more arrays; 

processor[i] specifies the processor assigned to process i. It is 0 
if no processor is assigned. 

process[j] specifies the process running on processor j. It is 0 if 
no process is running. A process i is called ready if run[i] = 
1 but processor[i] = 0. 

The procedures which establish connections between processes 
and processors constitute the second half of the scheduler, which is 
called the enforcer. The algorithm used by the enforcer to assign 
processors is called the scheduling algorithm. A very simple and 
very unsatisfactory scheduling algorithm might be the following: 

i := 0 
ploop: for j := 1 step 1 until np do  
if process[j] = 0 then  
begin 
qloop: i := if i = nq then 1 else i + 1;  
if run[i] = 0 \/ processor[i] # 0 then goto qloop;  
processor[i] := j; process[j] := 1  
end 
else if run[process[j]] = 0 then  
begin 
process[j] := processor{process[j]] := 0; goto qloop  
end;  
goto ploop; 
Here np is the number of processors, nq the number of proc-

esses. This procedure simply cycles around the processes in fixed 
sequence, assigning free processors to processes which wish to run 
as it finds them. Again we assume that where there is any possibil-
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ity of confusion the enforcer’s actions are performed instantane-
ously. 

Priorities. In order to improve on this algorithm it is necessary 
for the scheduler to have some idea about the relative importance 
of different processes. For purposes of discussion we consider that 
two measures of importance exist: 

An integer assigned to each process called its priority. The en-
forcer regards process i as more important than process j if 
priority[i] > priority[j]. The array priority is added to the 
scheduler data base. 

The amount of time which has elapsed since a process was ready 
and assigned a particular priority. For processes of equal pri-
ority the enforcer operates on a first-come, first-served basis. 

Two modifications to the user interface are required to accom-
modate this new idea. One is a change in wakeup which allows a 
priority to be supplied along with the wakeup signal: 

procedure wakeup (i, p) ; 
begin 
if runstate[i] = 1 then wws[i] := 1; 
runstate[i] := 1; priority[i] := p;  
if suspend[i] = 0 then run[i] := 1 
end; 
The other is a new operation : 
procedure chpri(i, p); begin priority[i] := p end; 
These two operations make it possible to establish priorities for 

the various processes. The way in which this is done will deter-
mine which processes get to run, and will therefore have an impor-
tant influence on the behavior of the system. It should be clear, 
however, that priority assignment is not an integral part of the 
scheduler, and it will therefore receive only passing consideration. 

We expect the enforcer to select from the processes with 
run[i]  = 1 those np which have the highest priority at each instant. 
The precise length of an instant will be considered later; obviously 
we want it to be as short as possible provided the overhead stays 
low. A typical situation which the scheduling algorithm might en-
counter in a two-processor system might involve four processes 
computing with various priorities, another four processes blocked 
for ordinary input-output operations, and two processes awaiting 
real-time interrupts. At one moment the system should be running 
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two of the computing processes, at the next one of these and then a 
process activated because of the receipt of teletype input, and at the 
next two top priority real-time processes. See Figure 3. 

C, 6 C, 6 C, 7 C, 8  Computing processes 
I/O, 4 I/O, 3 I/O, 6 I/O, 8  Processes blocked for I/O 
I, 1 I, 2 
(a) A possible state of the system. The running processes are in boldface, the ready 

ones in italics. Numbers indicate priorities; the highest priority is 1. 
C, 6 C, 6 C, 7 C, 9 
I/O, 4 I/O, 3 I/O, 6 I/O, 8 
I,1 I, 2 
(b) Another possible state 
C, 6 C, 6 C,7 C,8 
I/O,4 I/O, 3 I/O,6 I/O,8 I,1 I,2 
(c) A higher priority process becomes ready 
C, 6 (1) C, 6 (2) C, 7 (3) C, 8 (4) 
I/O, 4 (5) I/O, 3 (6) I/O, 6 (7) I/O, 8 (8) I, 1 (9) I, 2 (10) 
(d) Two urgent real-time processes are running. Process numbers in parentheses. 
FIG. 3. Running, ready, and blocked processes in a two-processor system 
We now proceed to consider a possible implementation of the 

multiplexing philosophy just described. The idea is that the sched-
uler should not be aware of a process at all until it receives the 
wakeup signal, i.e. it should look only at processes on a list called 
the ready list. This list should be organized so as to make the selec-
tion of highest priority processes as natural as possible and to fa-
cilitate 

the introduction of new processes. The former requirement can 
be very simply satisfied by keeping the process numbers of the 
ready processes in a table of consecutive registers in order of their 
priority. This arrangement is extremely inconvenient, however, 
when it comes to adding processes, since on the average half of the 
list will need to be moved for each addition. 

A slight improvement can be effected by replacing the table 
with a linked list, so that insertion requires only a splicing of 
pointers. It still requires a search through the list, however, to find 
the appropriate point at which to make the insertion. In order to 
eliminate this search it will be necessary to introduce more struc-
ture into the ready list. One way to do this is the following: restrict 
priorities to be integers in the range from 1 to n, and equip the 
scheduler with an n-word table called the priority list. Each entry 
of this table contains either 0 or a pair of process numbers, plfp and 
plrp. Associated with each process there are also two process 
numbers, fqp[i] and bgp[i], which serve the purpose of forward and 
backward queue pointers. 
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The significance of these arrangements is as follows: every 
nonzero priority list entry contains pointers to the head and tail of a 
queue of ready processes which have the priority given by the in-
dex of the entry in the priority list. When a new process arrives, it 
is added to the tail of the queue; processes are run beginning at the 
head. The queue is kept as a symmetric list to facilitate deletions. 

To clarify the ready list pointer structure, the situation in Fig-
ure 3 is displayed in full in Figures 4 and 5. 

Management of the Ready List. To take advantage of this data 
structure it is desirable to integrate the enforcer with the user inter-
face procedures, since the enforcer needs to act only in response to 
a block, wakeup, or change priority operation (suspend and release, 
if they involve the enforcer at all, are equivalent to block and 
wakeup). Constant scanning of the scheduler data base is therefore 
not necessary. The pointer manipulations now become sufficiently 
complex, however, that a description in words seems more satis-
factory than explicit procedures. 

 
ready list   processes 
FIG. 4. Ready list and queues for Figure 3d 
There are two basic cases in which the enforcer is activated. 
The first case is when a process is awakened. It is necessary to 

(W1) Enter this process in the ready list at the appropriate prior-
ity on the tail of the queue (unless it is already on the ready 
list at a higher priority). 

(W2) Check to see whether this priority is higher than that of 
some running process. If not, there is nothing to do. 

(W3) If so, switch the processor running the lowest priority 
process so that it will run the newly introduced process in-
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stead. The abandoned process remains on the ready list and 
will run in due course. It has been preempted. 

The second case is when a running process blocks and its 
wakeup-waiting switch is not set. 

(B1) Remove its queue cell from the ready list. 

(B2) Find the lowest priority running process. Examine its for-
ward pointer. 

(B3) If it is a pointer to another queue cell, run the process in 
that queue cell, which is now the lowest priority process. 

(B4) Otherwise, scan down the priority list from the entry at the 
priority level of the lowest priority running process. When a 
nonzero entry is found, run the process in the queue cell 
pointed to by its head pointer. 

A change priority operation, the only other one which affects 
the enforcer, can be implemented with the sequence 

block; priority[i] := new priority; wakeup; 
In practice, of course, this can be improved upon, since there 

are many cases in which no changes in processor assignment are 
called for. 

 
FIG. 5a. Ready list for Figure 3d 

 
FIG. 5b. Ready list queues for Figure 3d. 
If it is assumed that the priority list and the queue cells are kept 

in memory, then the cost of block and wakeup operations in mem-
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ory references (assuming that queue pointers are packed two per 
word) is 

(Wl) Three references to enter a new cell in a queue (one if level 
was empty). Two of these (to splice pointers) can be made in 
parallel. One more reference is needed to record the new 
state of the process; it can be made in parallel with all of the 
first three. 

(W2, 3) One reference to switch processes on a processor (not 
counting loading and storing of the state vector), followed by 
another reference to record the new state of the preempted 
process. This assumes that the priority and queue cell ad-
dress of every running process are kept in registers associ-
ated with the processor running it. 

(Bl) Three references to delete a process (two if it is the only one 
on its priority level). Two of these (to splice pointers) can be 
made in parallel. 

(B3) Two references to get the process number of the new low-
est priority process if it is on the same level as the current 
one. Only one is required if the process blocked is the lowest 
one, since the pointer to the next one is obtained in the splic-
ing operation. 

(B4) Two references also if it has lower priority, plus references 
wasted in the scan. 

The cost of the scan can be reduced to one reference by provid-
ing a bit word with one bit for each priority level and turning this 
bit on if the level is occupied. This scheme requires an extra refer-
ence every time a level becomes empty or ceases to be empty. Its 
value therefore depends on the density of empty levels. 

If the actual lowest priority process (the one farthest down the 
queue at the lowest priority level) is not known, step B3 is compli-
cated by the possibility that we may have to pass over queue cells 
for already running processes. If there are many priority levels 
containing only one process, the cost of entering or deleting a 
process can be reduced by one cycle if we treat this as a special 
case and put the single process number directly in the ready list. 

Observe that the algorithms described above can be imple-
mented in a mechanism, independent of any processor, which is 
able to read and write memory, accept block and wakeup requests, 
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and send to a processor the information that it should dump the 
process it is now running and start executing another one. If the 
process number of the new process is held in a fixed memory loca-
tion unique to the processor, then only one control line is required 
from the scheduler to each processor. The line simply says: switch 
processes. 

If we neglect the possibility of wakeup signals which come 
from the outside world, however, it is also clearly possible for eve-
rything to be done by one of the processors being scheduled. Since 
every scheduling operation is initiated by an ordinary user process, 
there is no problem in finding a processor to do the work. The only 
other difficulty is in getting a processor to switch processes. This 
may be done with a signal which any processor can send to any 
other, including itself, provided this signal is not sent until all the 
other manipulations connected with the scheduling operation have 
been completed. See Saltzer [5] for a more detailed discussion of 
this point. 

Timers. So far we have seen two mechanisms which can cause 
a process to lose its processor: 

It may be blocked, by itself or by some other process. 

It may be preempted by a higher priority process.  
If every process could be counted on to run for only a short pe-

riod before blocking, these mechanisms would be entirely suffi-
cient. Unfortunately, in the real world proc-cesses run for suffi-
ciently long periods of time that it is necessary to have some 
method for stopping their execution, or at least reducing their pri-
ority, after a certain amount of time has elapsed. 

The period for which a process is allowed to run before such 
disagreeable things begin to happen to it is usually called a quan-
tum. It may vary with the priority, the process, the time of day, or 
anything else, and how its value is established is a policy decision 
with which we are not concerned. Some attention must be paid, 
however, to the methods by which the policy decision, once ar-
rived at, is to be enforced. It is desirable that these methods should 
allow as much flexibility as possible in the choice of quantum and 
should not add significantly to the cost of scheduling. 

What we wish to do is to attach to each process, as part of its 
stateword, an integer which we call a timer. When the process is 
running, the time is held in a hardware register and decremented at 



 
22/35

fixed intervals. When it reaches zero, the process is forced to trans-
fer to a standard location where the system leaves a transfer to a 
routine which decides what to do. Two alternatives seem plausible: 
(1) Assign a lower priority to the process, an action which may 
cause it to be deprived of its processor. (2) Leave the process at the 
same priority, but give preference to all the other processes at the 
same priority level. Neither one, however, need be built into the 
scheduling mechanism. 

The choice of an initial setting for the timer is another policy 
decision, which can be made when the process is blocked or when 
it is awakened. The latter alternative is somewhat more appealing, 
since it allows for the possibility that different wakeup signals may 
arrive for the process, with different priorities and requiring differ-
ent amounts of time. The drawback is that a wakeup signal must 
carry an additional piece of information. In either case we may ob-
serve that the choice of quantum and the action to be taken when it 
is exhausted can, like the assignment of priority, be left within lim-
its to the discretion of the user. 

One other point ought to be brought out in regard to the kind of 
priority multiplexing scheme we have been discussing: it does not 
guarantee that a ready process will ever be run; if enough proc-
esses of higher priority exist, it will in fact not be run. This may be 
exactly what is intended, but if it is not, the design of the priority 
and quantum assignment algorithms must take the unpleasant pos-
sibility into account. This might be done by restricting the fre-
quency with which a process may enter the ready list with high 
priority. Another alternative is to restrict the length of time it may 
run at high priority, although this one may be subverted by the 
fixed overhead imposed by the need to swap in the memory for the 
process. Still a third approach is to increase the priority of proc-
esses which have been waiting for a long time at low levels. 

Fixed Time Scheduling 
Everything we have said so far about wakeup signals has im-

plied that they originate in some definite action on the part of some 
unblocked process, whether this process be within the system or 
entirely external to it. A signal originated by an external process 
might be the result of a circuit breaker opening. There is one par-
ticular class of wakeup signals, however, which demand special 
consideration, and that consists of the signals arising from the 
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elapse of specified intervals of time. It is extremely common for a 
process to wish to block itself until, say, noon arrives, or for 5 sec-
onds to give a user opportunity to respond to some stimulus, or for 
that fraction of 100 msec remaining since it was last awakened if it 
wishes to give attention to some input signal at that interval. 

Another important case arises from the following observation: 
there is a large class of applications for which a user sitting at a 
teletype prefers a uniform 2-second response time to one which 
has, say, a uniform distribution between .5 and 2 seconds, or even 
one which is .5 seconds with probability .75 and 2 seconds the rest 
of the time. This is a fortunate circumstance from the point of view 
of the system, since it is only required to provide service sometime 
within a 2-second period chosen at its convenience. It does, how-
ever, require reasonably flexible timing facilities, both to give 
warning of the close approach of the deadline and to delay the gen-
eration of output until 2 seconds have elapsed. 

Such requirements can of course be satisfied by the provision 
of an interval timer for each one; when a process blocks itself for n 
μsec, one of these tuners is set for that interval and the signal 
which it will emit on its expiration is routed to the process. This 
solution is, however, obviously wasteful in the extreme. 

To improve on it we create a list called the fixed-time list, each 
entry of which contains: 

1. A process number and priority. 

2. A time. 

3. A pointer to the next entry on the list. 
The contents of the first entry on this list is kept in a fast regis-

ter and the time constantly compared with a realtime clock. As 
soon as the latter becomes greater, the specified process is awak-
ened, the entry put on a free storage list, and the contents of the 
new first entry loaded into the registers. Any process desiring ser-
vice at a fixed tune simply puts the proper entry on this list and 
blocks itself. Note that it is possible for the contents of the registers 
to be changed by the appearance of a request with time earlier than 
that now in them. This arrangement ensures that the scheduler will 
at all times be aware of the requirements of processes which wish 
to run while it remains ignorant of those whose wakeup time has 
not yet arrived. In case there are not enough processors to run all 
the processes demanding service, the priority mechanisms of the 
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scheduler can be relied upon to allocate processors to the most im-
portant ones. This means that, given information about the distri-
bution of processes at various priorities, it is possible to compute 
beforehand what kind of service a process can obtain at a given 
priority level or, alternatively, what priority it must have to obtain 
a given level of service. For those processes on the fixed-time list 
precise information is available. For those being awakened in other 
ways only probabilities can be known beforehand. This uncertainty 
can be eliminated by assigning higher priorities to the fixed-time 
processes than to any others, or, if the cost of this scheme is unac-
ceptable, it is still possible to work out expected average and 
maximum delays. Since the system can enforce its decisions about 
priority and running time, it can guarantee the correctness of its 
estimate for these delays (barring hardware failure or bugs in the 
system programs). The important point is that no computations 
need to be made when it is time to wake up a process; everything 
can be worked at when the process makes a request for service, 
and it can be informed exactly what kind of response can be ob-
tained at what price. 

Some elementary observations about this response may be in 
order here. These are intended to suggest the scope of the problem; 
very little attention has been given to it, and much work needs to 
be done. Let us ignore the existence of nonfixed-time processes for 
simplicity, and let us also assume that no time elapses between the 
arrival of a wakeup signal and the execution of the first useful in-
struction of a process. Then if there are n processors we can guar-
antee to n processes any kind of service they may require, simply 
by giving them all the highest priority. After that, the situation be-
comes a little more complex, and some information must be re-
quired of the processes about the frequency, quality, and duration 
of service which they require. This information might include any 
of the following items: 

1. With what frequency will the process wake up? Must it run at 
fixed times, or only at fixed intervals with an arbitrary ori-
gin? For most sampling processes the latter will suffice. 
What times and intervals does it wish to run at? 

2. What errors in the satisfaction of the above requirements can 
be tolerated, and with what probability? Is it acceptable, for 
instance, to miss 1 percent of the samples entirely? This 
might frequently be the case. What is the desired distribution 
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of error versus frequency of occurrence? Perhaps a 2-msec 
error is completely acceptable, one of 5 msec tolerable 10 
percent of the time, and one of 10 msec intolerable. Or per-
haps 40-Msec accuracy is required with 0 tolerance for 
greater error. Presumably a real system will have a minimum 
error, determined by the response time of the scheduler, 
which is independent of priority. 

3. How long will the process run each time? Perhaps no more 
than 200 μsec. Perhaps 1 msec usually, 2 msec 10 percent of 
the time. To what extent can it tolerate interruptions? Must it 
perform 5 msec of computation in 5 msec of real time, or is 
it acceptable for 7 msec of real time to elapse? 

Needless to say, not all users will be able or willing to supply 
accurate information about all of these items, For those who do 
not, the system can make worst case assumptions and charge ac-
cordingly; an incentive is thus provided for the user to state his re-
quirements as precisely as possible. 

When all this information has been collected for all the fixed-
time processes and suitable statistics and worst case information 
supplied for the others, a routine can be run to figure out what ser-
vice can be provided with what probability. This routine will cer-
tainly be complex and slow if it is to do a good job, but this is not 
particularly objectionable, since it runs only when a user requests a 
different grade of service, not whenever he is served. Too frequent 
running of the routine can be discouraged by charging for it. As 
each new request for service comes in, it is thus possible to deter-
mine whether it can be satisfied (together with all the other re-
quests already accepted) and at what cost; and if not, what service 
can. be provided. The user can thus obtain precise information 
about what to expect. If the system is overloaded, of course, some 
users will not be able to get what they want. The proper response 
to this situation is to expand the system (if the user requests are 
justified; this is of course a policy decision which cannot be made 
by the system); if the service allocation routine is good, there can 
be reasonable assurance that the system is doing as well as it can. 

Hardware Implementation 
The concepts and techniques described in the last three sections 

have been developed to provide the sole scheduling mechanism for 
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a reasonably large time-shared system. Nearly all such systems in 
existence or under development are based on a dichotomy between 
two different schedulers: one implemented in hardware and usually 
called the interrupt system, the other implemented in software and 
used to schedule user programs. Such an organization has a num-
ber of drawbacks. First, it leads to a sharp distinction between in-
terrupt routines, which are regarded as part of the basic system, 
usually run in some unprotected mode, and cannot call on the sys-
tem services available to ordinary programs; and user processes, 
which cannot respond directly to external signals and cannot run 
for short periods of time without incurring overhead considerably 
greater than their running time. 

Second, the software scheduling system is usually quite slow 
and cumbersome. It requires a considerable amount of time to con-
vince both the processor hardware and the system software that a 
different process is being run, and the computation required to 
properly handle the highly nonuniform load of user processes is 
substantial. As a result the time required to schedule a process is 
on the order of milliseconds, except possibly for a very small class 
of processes which can. be given special treatment. On the other 
hand, a process scheduled in this way can call on all the services 
which the system provides without taking any special precautions 
(can, for example, open a disk file, which is a highly nontrivial op-
eration), and it runs within the elaborate framework of protection 
normal for a user process which prevents it from damaging other 
users or degrading the service too much and insulates it from many 
of the consequences of its own folly. 

Third, it is nearly impossible to establish any kind of commu-
nication between the priority system established by the interrupt 
hardware and the one defined by the software. The usual rule is 
simply that all interrupt routines take precedence over any “nor-
mal” processes. It is, of course, possible to persuade the software 
scheduler to, in effect, turn an interrupt routine into an ordinary 
process, but this is a messy and time-consuming procedure. Re-
lated to this problem is the fact that the interrupt system’s priority 
scheme is not likely to be satisfactory in demanding situations; 
many routines need much more flexibility to establish their priori-
ties than the hardware can conveniently allow, especially where the 
set of interrupts which are expected during any given five-minute 
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period is a small and varying subset of all those which might be 
handled in a week. 

A fourth point which is somewhat unrelated to the first three is 
that interrupt systems do not switch enough of the state of a proc-
essor automatically. The most obvious omission is the interval 
timer and elapsed time dock. 

These considerations suggest that it might be worthwhile to 
develop a system which would eliminate interrupts and drastically 
speed up the software scheduler by centralizing all responsibility 
for assigning processors to processes into one mechanism. A basic 
objection to any such proposal might well be the following: once 
something has been built into hardware it is very difficult to 
change. Scheduling algorithms are not well understood, and it is 
not likely that we can lay down rules today for deciding what proc-
esses to run which will satisfy us next year. Therefore, we should 
not freeze our present inadequate ideas into the system forever. 

To see why this argument is weak, observe that a broad distinc-
tion can be made between a policy-making and an administrative 
module in a system. The latter performs some function in a manner 
controlled by parameters supplied to it by the former. Of course, it 
is true that the organization of an administrative module affects the 
kinds of parameters that can be fed to it, and consequently deter-
mines the system’s policy within certain limits. These limits are 
very wide, however, in many cases of practical interest. Consider, 
for example, an input/output buffering system. By adjusting the 
number of buffers, the blocking factor, the organization of buffers 
into pools, and the priorities of files competing for buffers, the be-
havior of the system can be varied over a wide range. 

Similarly with a scheduler: its behavior is determined by the 
priority assignment algorithms, the choice of quanta for running 
processes, and the action taken on quantum overflow, as well as by 
decisions of the swapper and the input-output system. The sched-
uler itself simply provides a framework for enforcing the decisions 
taken by policy modules. 

Furthermore, the scheduler is such a basic part of the system 
that it is difficult to see how it could be drastically altered without 
a complete revision of the rest of the system. The effort required 
for such a change is probably greater than that required to rebuild 
any reasonable piece of hardware, so that the flexibility offered by 
software is likely to be illusory. 
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With these preliminaries out of the way, let us consider how an 
interrupt system might be replaced by a more powerful mecha-
nism. The functions of an interrupt system are three: to continually 
monitor a fairly large number of external signals and take appro-
priate action when one of them changes state; to start a processor 
executing instructions for a new process within a fairly small num-
ber of microseconds after an interrupt arrives, regardless of what it 
is doing at the time; to recognize a sequence of priorities among 
interrupt signals and keep the processors executing the highest pri-
ority ones. 

To replace it we clearly need a piece of equipment which func-
tions independently of the processors being scheduled, and which 
is capable of examining say 50 external lines, recognizing that one 
of them is high, putting a process on the ready list, and giving it a 
processor, all within a period of perhaps 10 μsec. Present-day 
hardware technology allows such a device, which we henceforth 
call the scheduler, to be built with a read-only microprogram 
memory and some small number of internal registers, say 5 or 10, 
and to operate with a cycle time of 100 to 200 nsec. The major de-
lays it encounters are due to the main memory of the system. This, 
however, is likely to be organized in numerous modules, so that 
the scheduler can make several references to main memory in par-
allel if this is convenient. 

All the external interrupt lines are directed into the scheduler, 
which in its normal state loops constantly, examining them and the 
request lines from the processors for activity. Associated with each 
line is a fixed core location (possibly relative to a programmable 
base register). When the scheduler finds an active line it goes to 
this location to find out what to do. In most cases the line will 
carry a wakeup signal, and the core location will containing either 
0, which causes the signal to be ignored, or the arguments for a 
wakeup operation, which are a process number and a priority. The 
process number is actually a pointer to a block of words which 
contain:  

the state word for the process (or its core or drum address). 

bits which specify whether it is blocked, ready, or running, what 
processor it is running on, whether it is suspended or not, and 
the wakeup waiting switch.  
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forward and backward pointers for the ready list queue it is on, if 
any. 

If the process is ready or running at a higher priority than its 
current one, there is nothing to do. Otherwise, it must be added to 
the ready list or moved to the appropriate level; the steps required 
to accomplish this have already been presented. If its priority is 
high enough it must be given a processor, which is done by storing 
its stateword address into a standard place and sending the selected 
processor a switch signal. The scheduler then sets the status bits for 
the newly running process and for the one which has been pre-
empted and goes on its way. 

Processor Switching. The processor which receives the switch 
signal must store the stateword of the process it is currently run-
ning in the proper place, which it is responsible for remembering, 
and pick up the address of its new stateword from the cell where 
the scheduler left it. Note that the stateword of a process is always 
associated with the process itself and never with the one which 
preempts it. This means that it is not necessary to exit from “inter-
rupt routines” in the order in which they are entered. In fact, the 
whole idea of an interrupt routine does not have much meaning. 
The time required to store a stateword and pick up a new one will 
depend on memory speed and the number of central registers, but 
with a memory of reasonable bandwidth and 1 μsec cycle time it 
should not be more than 4 or 5 μsec. 

The stateword, of course, defines the process. The information 
it contains, together with a minimal amount of other status infor-
mation and temporary storage for essential system routines, is all 
that is needed to allow a process to run (although to do anything 
useful it will have to have some user program and data storage as 
well). All these data can be held in a block of memory locations 
which we may call the context block. The address of this block is 
then sufficient information to give to a processor when it starts to 
run the process, and the operation of creating a process consists 
precisely in creating a new context block. The layout of a context 
block is shown in Figure 6. 
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FIG. 6. Contents of a context block 
In a paged swapping system it will probably be convenient to 

assign a page to the context block, which may then be identified by 
its drum address if it is not in core. Of course, it is not possible for 
a processor to run the process if its context block is out of core, but 
the scheduler can detect this situation and wake up a system proc-
ess instead. This process, which might be called the context block 
swapper, can then take responsibility for bringing the context block 
into core and waking up its process again. 

The algorithms for block and change priority have already been 
considered and present no new problems. The treatment of the 
timer has also been considered. Recall that it does not involve the 
scheduler at all; decisions about what to do when a timer trap oc-
curs are matters of policy and must be left as flexible as possible. 

It should be pointed out that there is a distinction between in-
terrupts, which are wakeup signals, and traps, which are forced 
transfers of control within a single process. This distinction is 
made very sharp by a hardware scheduler, which has complete ju-
risdiction over wakeups but knows nothing about traps. In addition 
to the timer trap, there are also likely to be traps for various condi-
tions having to do with memory addressing, for protection viola-
tions, for floating-point overflow, and possibly for a variety of 
other conditions. A call on the system by a user process is also a 
kind of trap, and indeed in some systems it takes the same form as 
an illegal instruction execution. This observation should illuminate 
the relationship of a trap to a wakeup signal, especially in the light 
of our earlier discussion of system calls. 
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Interlocking of Processes 
It is very often the case in a large system, whether it be an en-

tire time-sharing complex or simply an applications program, that 
independent processes work on the same data base. When the data 
base is being modified, it is generally not in a fit state to be looked 
at. It is therefore necessary for a process which intends to modify 
the data base to lock out any other process which might want to 
modify or look at it. The sequence of events required is 

1. Test the lock to see if it is set. If so, loop in this step. If not, go 
on. 

2. Set the lock. There must not be any opportunity between steps 
one and two for another process to set the lock. If this event 
should occur, both processes would proceed to access the 
data base simultaneously, exactly the condition we are trying 
to avoid. 

3. Examine or modify the data base. 

4. Clear the lock. 
In some cases these precautions are required only when data 

are being changed. At other times, especially when pointers are 
involved, it is dangerous even to look at the data if another process 
might be modifying them. The details will vary with the specific 
application, but the nature of the problem remains the same. 

Several techniques exist for implementing locks. The first is to 
provide a machine instruction of the following general form: test 
the contents of the memory word addressed. If it is negative, skip. 
Otherwise make it negative and take the next instruction. If we call 
this instruction TSL for test and set lock, then the sequence 

TSL LOCK  
BRU OK  branch unconditionally 
BRU *-2 
will not allow control to reach OK unless the lock has been 

found not to be set, and when control does reach OK the lock will 
be set again. Probably two memory references to LOCK will be 
required by TSL. If this is the case, access to that cell by any other 
process must be inhibited between the two references of the TSL. 

This mechanism allows an arbitrary number of locks to exist. A 
lock is cleared by storing some positive number in the lock cell. A 
minimum of two instructions must be executed, and a minimum of 
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four memory cycles is required. The biggest drawback is that a 
process hung up waiting for a lock to be cleared expends memory 
cycles without doing any useful work. These memory references 
degrade the performance of the rest of the system. 

An alternative method is to supply each process with a lock 
register consisting of n bits. The equivalent of TSL hangs the proc-
ess until a specified bit is off, then turns it on and proceeds. Two 
instructions are still required, but only two memory references. 
The cost of waiting for a lock to clear is simply the cost associated 
with the processor which is delayed; there is no drain on the rest of 
the system. There are two drawbacks: the number of different 
locks which may be set is limited by the length of the lock register, 
and a physical connection between processors other than the mem-
ory is required, even though it is a simple one. Furthermore, it is 
not clear what to do with the lock register if a process is blocked 
and the processor given to another process. 

If processors are being shared, either method has the following 
further drawback. Suppose there is only one processor, and that 
process A is running, sets a lock, and is deprived temporarily of its 
processor in favor of process B, which attempts to set the same 
lock. Process B will hang, but the lock will never be cleared, since 
A will never be able to continue (unless B is preempted by a timer 
runout). This is rather serious. The difficulty can be avoided by 
increasing the priority of process A so much that it cannot be pre-
empted, but this scheme has obvious disadvantages. 

The problem is handled in most existing systems by precisely 
this means, however. “Increasing the priority of process A” is ac-
complished by disabling the interrupt system, so that any interrupt 
signals which come in are stacked until an enable instruction is 
executed. The process which executes the disable instruction will 
run without interference, since on most systems all the mechanisms 
for taking the processor away from it are dependent on interrupts. 

The fact that this method stops the entire scheduling system 
from functioning is not particularly objectionable if it does so only 
for a few microseconds. A much more serious problem is that it 
requires explicit action to reenable the interrupts; if this action is 
omitted, the entire system ceases to function. This method can 
therefore be used only by highly privileged processes and with the 
greatest of care. 
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With the TSL instruction a completely general solution to the 
entire interlocking problem is possible along the following lines. 
When a process tests a lock and finds it set, it blocks itself. Before 
doing so, however, it adds itself to a list of processes waiting for 
the lock to be cleared, which we call a wakeup list. The process 
which clears the lock does so through a standard routine which 
checks for the existence of this list and wakes up one or all of the 
processes on it, depending on the nature of the lock. The cost of 
this operation is very low if there is nobody to wake up, probably 
just one conditional branch. The generality is, however, necessary 
since most locks used by the basic system programs can be tested 
by a large number of processes at once, not just by two. Obvious 
examples are locks on storage allocation tables or input/output de-
vices. 

Short-Term Interlock. The arrangement described above is a 
complete solution to the problem we are considering. Its only 
drawback is that it requires a good deal of machinery to be brought 
to bear even if only a few instructions are to be interlocked. This 
point becomes painfully clear when the details of constructing a 
wakeup list are considered: since a process can in general be inter-
rupted or preempted between the execution of any two instructions, 
there is no guarantee that the list will not disappear while a process 
is in the middle of adding itself to it. We would therefore like to 
have a very cheap mechanism for ensuring that a short sequence of 
instruct-tions can be completed without interference from the 
scheduler. 

We therefore introduce a new instruction called PROtect, 
whose function is to ensure that during some short period after the 
execution of PRO: 

a. The process which executes the PRO cannot lose its processor 
or be preempted by the timer. 

b. No other PRO can be executed. If another processor attempts 
to do a PRO, it is forced to wait until the current one is com-
plete. Simple hardware synchronization techniques can en-
sure this. 

The “short period” mentioned above is probably best measured 
in memory references by the processor and about 15 is probably 
the right number. Time is not satisfactory since the amount of time 
required to execute an instruction is unlikely to be predictable in 
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advance, and instruction execution is even worse, since an indirect 
addressing loop can cause the processor to hang without executing 
any instructions. Since a PRO cannot hang up a processor for more 
than a small number of memory cycles it does not need to be a 
privileged instruction, and can therefore be used by ordinary pro-
grams, which occasionally have as much need for locks as system 
programs. 

The PRO mechanism has one serious weakness which limits its 
usefulness: if a memory fault occurs while the PRO is in force, its 
effect on the following instructions is lost. It is therefore necessary 
to ensure that all addresses generated during the PRO fall either in 
the page containing the program, or in pages guaranteed to be in 
core, or in one other page which is first referenced before anything 
critical is done. If the return from a memory fault re-enables PRO, 
all will then be well. 

With this much machinery (PRO is the only new instruction 
which is really essential) we have a very satisfactory system for 
interlocking independent processes. Short sequences of instruc-
tions can be protected by PRO; if every other sequence of instruc-
tions which is executed by another process and references the sen-
sitive data is also covered by a PRO, it is not possible for two such 
sequences to be executed simultaneously. Larger operations on 
shared data bases can be interlocked with locks in memory. The 
cost of setting and clearing such a lock is only a few instructions. 

The methods discussed in this paper depend on cooperation 
among the processes referencing a shared data base and on correct 
programming of each reference to the data. As Van Horn and oth-
ers have pointed out, the bugs introduced by incorrect handling of 
this problem occur in a random and generally irreproducible man-
ner and are very difficult to remove. Van Horn [6] has proposed a 
scheme which enforces proper handling of shared data; it does 
however require more substantial hardware modifications than the 
methods suggested here. 
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